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Abstract 

The goal of this project was to visualize simulation data concerning rockfalls. 

The simulation is simplified so that rocks are represented by spheres or 

bunches of spheres which are ‘glued’ together. OpenGL was used to visualize 

the rockfalls in 3D, using texture mapping and shading. This paper discusses 

the various design decisions and how functionality was implemented for 

viewing and interacting with the animation. 
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1. Introduction 

Falling rocks are a real and dangerous occurrence in places where 

mountainsides meet roads and highways. Collisions between rocks and cars 

or people can be fatal. Simulating rockfalls using computers is a relatively 

new endeavour, and constructing realistic simulations can provide engineers 

with better methods to restrain and prevent rockfalls from becoming 

dangerous.   

RockViz is a collaboration of Jeremy Smith and Parham Ashayer designed to 

provide a graphical representation of one or more rocks falling down the side 

of a mountain impacting any number of surfaces along the way. The user can 

change the various settings and run their own simulations, from the number 

of rocks to the shape of the rockwall.   

This report is designed to describe the design steps, the functionality and the 

implementation of Rockviz. Included are screenshots for better 

understanding of the different parts of the program, and a discussion about 

what problems and solutions were encountered when tackling this project. 

 

2. Background 

To understand how Rockviz works, some background information is required. 

 

2.1  Rockfalls 

A rockfall occurs when a rock or boulder detaches from the rock mass and 

tumbles down a slope. Rockfalls can pose significant hazards to highways, 

buildings, open pit mines and, sometimes, result in personal injury or death.  

Predicting rockfalls is a difficult task. Slopes that are at risk of rockfall have 

highly variable geometry. The location and mass of the rocks that will 

eventually become the rockfall are uncertain. The materials that make up the 

slope can vary considerably from one section of the slope to the other and 

the relevant material properties are usually not well known.  
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Performing probabilistic simulation of rockfalls, combined with a proper 

statistical analysis has proven to be an effective and acceptable method for 

dealing with these difficulties. (6) 

The movement of the falling rock consists mainly of bouncing, sliding and 

rolling. In some cases the rock may fracture into smaller pieces during the 

fall. The geometry of the slope, the block's shape and energy dissipated at 

each contact of the block with the slope are the most important factors that 

control trajectories. A rockfall model is evaluated on its ability to efficiently 

predict the velocity, frequency, height of bounce and run-out distance of the 

falling rocks. With this information, the engineer can design remedial 

measures such restraining nets and ditches.  

 

2.2  Rigid-body vs. Soft Impact 

The rock-fall simulation uses two different methods for calculating data. For 

rigid body mechanics, the behaviour of rocks during an impact are a function 

of three fundamental equations of classical mechanics. (6) They determine 

the trajectory of the rock as it tumbles down a mountainside. These are:  

 

where  

1) is an expression of the nature of restitution at point C on the impact 

surface, namely that the rebounding normal velocity component is some 

fraction, e, of the approaching normal velocity component. 

2) is a consequence of the definition of a constant u, where u is the ratio 

of tangential to normal impulse components; f when used is a coefficient 

of u, defining dynamic friction  

3) is an expression of conservation of angular momentum about point C. 
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The key aspect of rigid-body mechanics is that there is the objects are 

considered absolutely rigid. If a rock being modeled by a number of smaller 

particles, the distance between those particles never changes. However, in 

the real world, everything expands and contracts, including rocks, and 

different types of rocks will expand and contract uniquely. Soft Impact 

Mechanics (Discrete Element Method, or DEM), is essentially a numerical 

technique to model the kinematic and dynamic behaviour of particles 

interacting with each other through collisions. 

 

The simulation code uses a simulated ‘glue’ that binds the individual particles 

of a rock together, and lets them move in relation to one another, depending 

on impact forces. If the impact force is strong enough, the ‘glue’ will break 

and the particles will come apart, i.e. the rock will fragment. 

 

2.3  Goal of the project 

At the beginning of the project, before anything was designed, a brief sketch 

of what the program needed to do was set out. The main objective was to 

simulate the process of rockfall and find the closest behaviour in comparison 

with the behaviour in nature and find the path of the falling rock and the final 

position and dimension of the falling object. Since only having a bunch of 

numbers at the end of a simulation run is impractical for a project like this, 

there needed to be a visual component, for many reasons. The most 

important of these was to get a general idea if calculations and changes to 

those calculations were correct, without having to verify the numbers 

themselves checking by hand. Also, visual results, especially in 3-D, are 

much more impressive to the eye. 

 

There were two important geometrical aspects to be considered; the slope 

and the falling rock. The geometry of the slope was to either be input by 

hand or read from a provided file. The geometry of the falling object was to 

be chosen from shapes where the numerical calculations were feasible 

(sphere, ellipse, superellipse). 
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In the simulation code, the travel path of a given rock is attained by four 

major steps: 

1. Free fall: objects move based on gravity and their initial velocities 

2. Contact detection: after a timestep is incremented, all rocks are 

checked for contact with other rocks and the rockwall. 

3. Impact response: Using the impact theories (rigid-body and glue-

based), the trajectories and velocities of the rocks are derived. 

4. After contact path: Based on impact responses and gravity, the 

path after the contact is discovered. 

 

3. Design 

Since the visualization code would have to work with Ashayer’s simulation 

code, the design had to take into account many different classes and 

structures. There were a few key design decisions that I will outline here. 

 

3.1  Simulation Code: Integrate or not? 

To use the simulated data to animate the rocks correctly, there were two 

approaches to designing the code that were immediately evident. The first 

was to create a class such that every time the simulation code computed the 

next step in the simulation, that step would be drawn as it was computed. 

This approach quickly offered several problems, the main two being speed 

and the way in which I had learned to program OpenGL using GLUT. Once 

the glutMainLoop() has started, it is impossible to break out of it to receive 

data from another class. In other words, once the animation was set in 

motion, it couldn't receive any more information from the simulation code. 

The only way to do this would be to make my program into the 'main' and 

have it call the simulation code when it needed to. The main problem with 

doing this was that Ashayer had already created a GUI interface for the 

simulation code with complicated menu systems using the Microsoft .NET 

software, so it would be necessary to rewrite all of that code again. The 

problem of speed was that the time it took to compute each step in the 
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simulation was far greater than the time it took to draw that same step in 

OpenGL, so the animation, on its first run, would be very choppy.  

 

The second approach that was considered was much simpler and easier to 

code (although it did have its drawbacks in the end). The entire simulation 

would be run, and when all of the data had been computed, the OpenGL part 

of the program would be called and would receive all of the path and impact 

data that had been calculated. This made for longer load times before 

anything was visualized, but made the design and implementation much 

simpler. 

 

3.2  OpenGLRock Class - how it works 

The graphical part of the program was designed to essentially be standalone, 

for reasons mentioned above. The main function, initGraphics, receives a 

global list of spheres, which represent the rocks or rock pieces, and a list of 

polygons, which represent the rockwall or mountainside which the rocks are 

interacting with. Each sphere has its own path data, which is a list of vectors 

representing (x, y, z) coordinates. The other important functions are animate 

and display. Animate controls the speed at which the animation is run - it 

controls how many steps in the path data are "skipped" every time the 

screen is refreshed. After it increments the animation, is calls the display 

function - where the real work gets done. Display calls functions that draw 

the rocks, the paths of the rocks, the polygon wall, and other options like 

impact points or wireframe lighting. After everything is drawn, animate gets 

called again, and the whole process is repeated. 

 

The next page shows a rough sketch of how the program runs, with 

screenshots for visual aid.
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4. Implementation 

I will break down the program to better explain how all of the functionality 

was implemented. 

 

4.1  GLUT - OpenGL Utility Toolkit 

 GLUT was used for two reasons: one, it is what I used when first learning 

OpenGL, so I was familiar with it; and two, it is well documented and there 

are many example GLUT programs available with source code t

I could learn from. (2) 

hat 

 

4.2  Initializing Graphics & Displaying GUI 

As mentioned before, initGraphics takes as input a list of spheres 

and a list of polygons. It saves these variables for use later in our 

program, while also determining things like the number of 

spheres to be drawn, the length of the path data (how many data 

steps were computed) and the number of polygons which are in 

the rockwall (the simulated mountainside).  

 

This function also initializes the GUI, which allows the user to 

control certain aspects of the program (see figure 4.1). It sets up 

checkboxes for showing rotational lines (so the user can better 

see the rotation of the rocks), and wireframe lighting (which 

makes the rocks "see-through" with only their outline showing). 

Another checkbox allows you to see where the lights in the scene 

are. A "spinner" allows the user to control the speed of the 

animation. A prototype version of the vertex-selecting 

functionality is in place, as a drop-down list of vertices from which 

the user can select. Once the user has selected a vertex, arrows 

can be clicked and dragged which allow the manipulation of the x, 

y, and z coordinates of the selected vertex. For example, clicking 

the x arrow and moving the mouse left and right makes the 

 

Figure 4.1: GUI Menu
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vertex move left and right. This functionality is not complete, as the changes 

to the vertices cannot be saved and it is hard to know which vertex is being 

selected when picking from the drop-down list. 

 

The user can also pick which texture to apply to the rocks, and which texture 

to apply to the wall. This is also implemented with a dropdown list. 

 

Similarly, the camera position can be controlled by clicking one of three 

arrows and moving the mouse up and down or left and right. This controls 

the actual position of the camera in 3D space, not its orientation and 

rotation.  

 

Buttons are also available to restart the animation, or to quit the program. 

 

All of this functionality is implemented using Paul Rademacher’s GLUI User 

Interface Library. GLUI is a GLUT-based C++ user interface library which 

provides all of these controls (buttons, spinners, checkboxes) to OpenGL 

applications. This library was picked because it was easy to understand and 

utilize, and added almost all of the functionality that was needed to control 

and test different parts of the program. (1) 

 

4.3  Rotating the camera 

Another useful part of the GLUT library is that it allows mouse functions to be 

easily specified to control what happens when the mouse is moved or the 

mouse buttons are clicked (or a combination of the two). It works by 

specifying two functions: glutMouseFunc, which controls what happens when 

the left, middle and right mouse buttons are clicked, and glutMotionFunc, 

which controls what happens the mouse is moved. 

 

glutMouseFunc allows you to detect which button has been pressed by 

comparing a returned integer to GLUT_LEFT_BUTTON, 

GLUT_MIDDLE_BUTTON or GLUT_RIGHT_BUTTON. When the left button is 
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pressed, the user can orbit the camera around a fixed point in the scene. 

When the right button is pressed, moving the mouse up and down zooms in 

and out of the scene. glutMotionFunc gives two variables, x and y, which give 

the current coordinates of the mouse on the screen. These variables are used 

to control camera rotation and how much the camera is zoomed in/out. 

 

The camera is controlled using spherical coordinates, which saves two 

angles; the angle in the xy plane, and the angle of inclination. When the left 

mouse button is pressed, the current angles of the camera are saved. As 

long as the left mouse button is held down, a Boolean called leftDown is true, 

and used by glutMotionFunc to change the different angles. What 

glutMotionFunc does is to subtract the current x and y values from the saved 

x and y coordinates, then multiply this by a radian factor and subtract this 

value from the saved camera angles. Then, when the left mouse button is 

released, the current angles are now the new camera angles. 

 

Zooming is controlled similarly by holding down the right mouse button. 

When first pressed, the current zoom factor is saved, and then moving the 

mouse up and down (so the 'y' values are changed) determines the new 

zoom factor.  

 

What GLUT uses to simulate the camera position is the glutLookAt function. 

This function allows me to specify the actual position of the camera 'eye' in 

3D space, and the point at which the camera is looking at. The menu controls 

control the position of the camera eye, and the camera angles and zoom 

length controls where the camera is looking at. 

 

4.4  Drawing the Rocks & Paths 

The function drawRocks does not take any input, but instead uses the global 

list of spheres to draw the rocks. For each sphere in the list, the function 

goes to the right spot in the moveList (which is a list of all the movements 

made in the simulation, stored by each sphere as a list of vertices). 
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glTranslate is used to go to the right spot in 3D space, and  

then grab the rotational data stored by the sphere in rotList, to rotate the 

rock so that it is in the right orientation. The rock is then drawn by calling 

drawSphere(radius), again using the sphere information to determine the 

proper radius of the particular rock or rock particle. 

The paths are also drawn in this function, again using the moveList stored by 

each sphere. Instead of just using the current step in the path, however, all 

of the coordinates in the path up to the current step are used. A pixel is 

drawn at each coordinate that the rock has traveled, giving the illusion of a 

smooth curve. However, if the animation speed is set very high, then we will 

skip a lot of steps in the moveList and so the line will look as if it were 

'dashed' instead of solid (see figure 4.2). 

 

 

 

 

 

 

 

 

 

 

 

 

 

4.5  Drawing the Rock

Drawing the rockwall is a

the rockwall never move

drawPolygon uses the gl

them all, rendering them

individual vertices stored

 

 

Figure 4.2: Low speed versus high-speed paths
wall 

 much simpler process then drawing the rocks, since 

s (unless it is being manipulated by the user). 

obal list of polygons and simply iterates through 

 using glDraw(GL_POLYGON), and specifying the 

 in each of the polygons. 
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Complications do arise when we are selecting vertices and moving them 

around using the menu controls. In this case, every time drawPolygon is 

called, the program checks to see if it is drawing the vertex that is currently 

being manipulated. If it is, it subtracts/adds how much the menu arrow has 

been 'moved' from its original position. 

 

4.6  Loading & Mapping Textures 

I decided to use a class called CBMPLoader, written by Allen Sherrod, to load 

BMP files for textures. There were many pre-written classes to load in 

textures to OpenGL, so there was no point in writing my own, and 

CBMPLoader was easy to include and use in the program. The different 

textures for the rocks and wall are loaded when the graphics are first 

initialized, and a simple switch statement is used to select which texture to 

use. It is easy to add more textures by adding more case statements. (7) 

 

4.7  The Main Display and Lighting Controls 

The main display function uses a number of boolean variables to determine 

what to actually render to the screen, depending on what options are 

selected by the user in the GLUI menu. For example, if the user has selected 

a vertex to move, then the display function recognizes this and calls the 

appropriate drawing function. 

 

Different lighting is also implemented depending on these options. Ambient, 

specular and diffuse lighting options are set, depending on the object that is 

being displayed. For example, the path pixels are a bright blue, because they 

have a high ambient blue component. The rocks and the rockwall have a 

highly diffuse reflection, and reflect light naturally, so there is no color 

associated with them other than their texture. 

 

4.8  Superellipse demo 

Even though ellipses and superellipses were not modelled by the simulation 

code at the time of the project completion, the code to visualize them is in 
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place. The user can select to view examples of different superellipses by 

selecting radio buttons in the menu. Ashayer plans to model more complex 

rocks with superellipses. These superellipses were modeled using code by 

Paul Bourke. The superellipse is a name given to a family of shapes formed 

from the spherical product of two superquadratric curves. These shapes can 

be used to model a wide range of shapes including spheres, cylinders, and 

parallelepipeds as well as shapes in-between. The superellipse can be defined 

by the following formula: 

 

By altering n1 and n2, the superellipse can take on many different shapes. 

Below is a diagram of different shapes that superellipses can model. (5) 
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Figure 4.4: Screenshot of rockvi
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5. Unfulfilled Objectives 

In the analysis and estimation, the plan was to implement the following 

features. Time constraints and unforeseen problems made this impossible, 

but they are documented here. 

 

5.1  Integration 

The most significant design feature that would have made the most 

difference is integrating the two separate programs – the simulation and the 

visualization – into one. I would have liked to integrate the graphics into the 

simulation window, for aesthetic reasons and also so that a single OpenGL 

window could run multiple simulations, instead of only one. As part of this, 

the user cannot close the OpenGL window without also closing the simulation 

window – if integration had occurred, this problem wouldn’t have even 

existed, since there would be no separate window for the visualization.  

 

I do believe, however, that the right design decision was made. Had I tried to 

implement integration, there would not have been enough time to do a 

number of the other features of the rock visualization. I would have spent an 

enormous amount of time rewriting menu functionality from the simulation 

code, researching how to create an OpenGL window inside another program’s 

window, and reworking a large portion of the simulation code structure. I 

probably would not have been able to implement more important features 

like paths, textures, and displaying impact points. 

 

5.2  Mouse-controlled vertex moving 

While there is some functionality for moving vertices, the user must select 

them from a drop-down list, and move them by clicking and dragging arrows 

on the menu sidebar. What the user should be able to do is to be able to 

point at a vertex on the screen, have some indicator appear to indicate that 

that vertex can be selected, and click and drag the vertex around the screen. 

The user could use the mouse to move the vertex in the x and y plane, and 

hold a key (such as shift) and move the mouse to move the vertex in the z 

 17



dimension.  This proved to be too large a task to implement, and with limited 

benefits. As part of integration, I had also hoped to allow the user to save 

the manipulated polygon positions in a file, and be able to load them back in 

to the simulation program, greatly simplifying the way in which polygons are 

specified by the user. 

 

5.3  Sounds 

A simple and aesthetically pleasing addition would be to add sounds when 

the rocks hit the wall or hit each other. There are classes that are already 

written to load and play sounds, so it would just be a matter of integrating 

them into the existing code. 

 

5.4  Displaying velocity/rotational vectors 

Being able to pause the simulation and see the current translational and 

rotational velocity of each of the rocks would have been a useful and 

relatively simple addition to make. The current velocity of the rock would be 

indicated by an arrow originating from the center of the rock, of variable 

length to show how fast the rock was moving. A rotational vector could be 

implemented similarly.  

 

5.5  Intelligent Zooming & Placement 

Having the camera start off in a position where it could see the entire 

animation without the user having to move the mouse around would have 

been better than just arbitrarily setting a starting position. Being able to 

track a rock by clicking it and then having the camera automatically move 

with that rock would have been a useful feature, since the camera navigation 

controls are a bit awkward. 
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6. Discussion 

I learned a number of things working on this project, had many problems, 

and found some interesting solutions. 

 

6.1  Working closely with another student 

 One of the most interesting parts about this project was the 

opportunity to work closely with another student – graduate student Parham 

Ashayer. Visualizing Ashayer’s simulated data was beneficial in numerous 

ways – he was able to see if his data was working correctly, and was able to 

see if changes he made were really “working.” Meeting once or twice a week 

to discuss ideas and problems was beneficial to both of us, as we were able 

to get a different perspective on troubles we were having while coding 

individually. We were able to motivate each other by ensuring that neither of 

us were falling behind in our coding, since each of us had to rely on the other 

to be able to move on to the next step of development.  

 

6.2  Using pre-existing code 

Even though the simulation and visualization are two separate “programs”, it 

was still necessary to understand how the simulation code worked – how the 

classes were separated, and what data structured were used. This required a 

lot of combing through Ashayer’s code, seeing how he implemented the 

different classes and how the different parts of the program worked with 

each other. This process drove home the importance of good commenting 

and following the proper code conventions, and only a few times was it 

necessary to ask Ashayer personally what a certain function did or how a 

part of the program interacted with another part of the program. Good 

design and implementation made this process much easier than it might 

have been. 
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6.3  Analysis and Estimation: how useful/accurate was it? 

Performing the analysis and estimation was a useful exercise, but may not 

have been absolutely necessary. By laying out up front all of the design 

decisions and exactly how the functionality will be implemented forced me to 

think a lot harder before starting the project than I may have. Looking back 

now, the estimates on how long each part of the program would take were 

usually underestimated, some by a fair margin. On a larger-scale project, I 

think that an analysis and estimation would be vital to the success of the 

project and management of a team. On rockviz, the analysis and estimation 

probably wasn’t necessary for the success of the project, since there was 

only one programmer working on the visualization. A less-in-depth outline 

would have probably sufficed. 

 

6.4  Using classes and GLUT 

A problem that I quickly encountered while coding was the way that GLUT 

specified some of its functions. To specify things like the idle function (what 

function is run when ‘nothing’ is happening, i.e. no user input-driven events) 

and the mouse-motion functions, the GLUT library has to set glutIdleFunc 

and glutMotionFunc. To do this, these functions take pointers to other 

functions as input. These functions cannot be separate object functions – 

they must be global (static) functions, or else an error is produced. This is 

not a problem in itself, but declaring those functions globally meant that I 

couldn’t reference any variables that would be part of individual objects in 

those global functions.  

 

The solution was just to make everything static, including all the variables. 

This made for ugly code, but it worked. I think that there is a better solution 

that this, however, but I did not have the time to discover it. It might have 

just been a problem with the way that the program was compiled, using 

Visual C++ and .NET. It may also be possible to just cast the functions to 

trick the compliler into thinking and the functions were static.  
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6.5  Texture Mapping & Glut - limitations 

Texture mapping the rocks and the rockwall turned out to be an interesting 

problem. I had planned to simply use a built-in texture mapping function to 

apply textures, but this did not work when applied to the spheres that were 

rendered with glutSolidSphere(). I had to create custom-shaped spheres 

instead and then apply the textures. This was an unexpected task, and took 

much longer than I had estimated. I expected the sphere created by GLUT 

would be easily texture mapped, or that there would be some texture 

mapping functionality built in. If there is, I could not find it.  

 

Texturing the wall was a simpler process, since all of the pieces were input as 

four-sided polygons, and each corner of the texture was just mapped to each 

vertex of the polygon. 
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