Analysis of Cross-Platform Performance of Qt 4.1.2

by Eric Hartwell
CS 693 — Project

Spring/Summer 2006


http://www.trolltech.com/products/qt/

Abstract:

This project will explore some of the abilities of cross-platform behavior of the Qt
programming Language from Trolltech. With so many heterogeneous systems in the global
society of the Internet and the growing population of unskilled computer users in that society,
the need for portable programs has become a large concern to software developers. Defining the
audience can be difficult, especially in terms of distributed applications. Can a software designer
assume the user has Internet Explorer installed? Should the designer expect a particular library?
Even with dominance of certain software or operating systems in some environments, the
expanding audience seems to require a developer to move beyond the idea of one platform for all
systems.

Introduction:

When using the term “platform”, there are two meanings to discuss. One is the software
(specifically, the operating system) of the computer. Moving from Linux to Microsoft Windows
can be a chore since the two operating systems are very different to programmer, especially if a
programmer wishes to design graphical interfaces. The widgets of X11 or KDE in Linux are not
directly portable to, say, the controls of Visual Basic or Microsoft's dotNet environment. While
there will certainly be overlapping functionality between the two programming environments,
the conversion would require a severe re-write of code. Programming languages such as Java are
suppose to ease movement through use of a virtual machines (VMs) or command interpreters. As
pointed out on page 214 in [2], these systems bring a certain amount of unknown to the
programmer as well as dependence on the developer(s) of the VM (Sun, in the case of Java) to
maintain the existing virtual machines, as well as support all the software platforms our audience
may require. What this means is platform choice is limited by the platforms supported by the
virtual machine your language uses. Qt compiles to native binaries, but we are still limited by the
compilers provided by Trolltech, thus our software platform choices are limited by Trolltech.

There are still software-based portability issues. The end-ian style of data transfers, the
end-of-file characters used on the platform, length and use of floating point values, and the size
of variables are all (but not all) portability issues. There is significant concern around variable
sizes since use of unions and structs (in C and C++) can make code crash if assumptions on size
are made. What it boils down to is the programmer must be aware of the target platforms' use of
variables and make sure the code written conforms. If the code uses third-party types like Qt's
QString or QVariant help because they are linked to the language, not the OS.

In [2] it is recommended to use bridge functions to tie platform-specific code to more
abstract (and more portable) code. This can even be a more attractive approach to the modern Ul
designer or system developer since bridge functions fall more in line with Model-Viewer-
Controller (MVC) design patterns. Qt uses its own classes (in lieu of the operating system's API)
for many things such as file I/O, network sockets, and number formats which act as a bridge



between the proprietary formats of the OS and the formats of the UL

Calling OS-specific API is an obvious portability issue. Even networking functionality
can lead to unwitting ties into the OS. When the code is ported, the assumed OS API won't be
there. Bridge functions can help, but you could also have OS identification built into the system
and let the program choose what code to run based on the detected operating system. This can be
tedious and lead to multiple instances of the same logic. Using layers of drivers and sub-systems
(like DirectX) can limit the hardware-specific issues like variable size or hardware addressing,
but still need layers of abstraction to decouple this dependent code from higher-level
independent code. Using Qt's classes for main windows, TCP/IP sockets/servers, and other GUI
components can help you avoid ties into the OS API at the cost of redundancy.

File formats can cause some headache. End-of-Line (EOL) and End-of-File (EOF)
marker differences between platforms can cause what looks like file corruption when moving a
file between platforms. File naming schemes differ. [2] recommends no more than 32 characters
(no spaces or dashes — just underscores, letters, and numbers) in a file name. You could also
resort to good 'ol 8.3 format if you're still in doubt. File names need to be genuinely unique since
case sensitivity may be ignored on certain platforms. File separations indicating directory
structure (ie c:\windows\config.ini verses /etc/config.ini) differ between platforms. One solution
is to write to system-specific structures like the Windows registry. This, of course, requires that
you (or the language) write to each platform differently. In the case of language support, the
environment would add its own code to detail the file writing process. File access is handled by
the OS. The language you use needs to (independently) talk to the OS and use that OS's built-in
permissions and security. Using file /O mechanisms in the language (such as Qt's QFile class)
help eliminate some of these concerns.

There is some push in industry for common file formats. XML and Open Document
Formats (ODF) are the more popular standards for this purpose. Portability of files is much
easier when the file formats are common — especially in terms of some of the file formating
issues. Binaries, of course, are not portable without emulation of the other system. VMware and
WINE speak to this issue. The onus is on the developer to know the limitations of binary
execution on the target system(s). This includes process and thread execution. Qt provides
QThread for to help with multitasking. The developer can use the Inter-Process Communication
systems of the operating system, but this limits portability. As example, KDE uses Desktop
Communication Protocol (DCOP) for its IPC.

The version control system(s) used in the project's management may also lead to platform
portability issues. Some of this is tied to the file transfers from server to developer client station.
When a file is written to the server, the EOL and EOF characters the OS writes can affect
machine readability of the document when ported to another system. One way to avoid such
issues is using the same versioning system on all platforms, but this can prove to be very difficult
when most versioning systems (especially open-source systems) are platform specific. The
development environment can also be a deterrent if it doesn't support a versioning system. The
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development environment itself can limit portability (mostly for the same reasons as versioning
systems) especially when some are platform specific — like Visual Studio. This also leads to the
methods use to package and distribute the software. Most systems have their own mechanisms
for package installation. Linux has rpm and deb packages. Windows uses exe's and wizards. Mac
OS has sit files with an installer. The bottom line is this: When you finally finish the project (do
we ever finish a project?) and bundle it to distribute, you will have to spend time customizing the
individual binaries into individually delivered packages. This increases the need to test your code
on the target system often. The open-source mantra of “release early. release often.” makes a lot
of sense in this light.

The built-in libraries and dynamic libraries pose a portability threat in that they are often
platform-specific. What a lot of developers recommend is using dynamic loading (loading a
library when needed and using manual binding references) to make their application's
functionality modular, contingent on the libraries that were available to load. This also extends
into the frameworks available on that platform. Frameworks provide certain API to the OS to
code for specific environments. Mac OS uses such frameworks to enable software development
on the machine. Microsoft's dotNet framework allow “it just works” coding. This creates a
interpreted bytecode so a developer can write in any supported language and run it on the
system.

The other context for a computer's platform is the hardware architecture. The machine
code for one CPU (say IBM's PowerPC GS5) is different than other CPUs (Intel Pentium-class, as
example). This means there is limited (if any) binary compatibility between CPUs of different
platforms. Programs compiled on one architecture are not guaranteed to work on another
platform out of the box. There is a certain burden on the programmer to define the hardware
platform on which the program will work. This comes back to audience. Any project needs an
audience. In the case of software development, we not only need to know some things about the
people who will use our program (technical expertise, language, etc), but we also need to know
the hardware platform(s) the software would be expected to run on. There are certain choices a
software engineer can make, but the audience may be limited (or worse, completely cut off) if
the platform choices are not made well. For most GUI programming, the developer is buffered
from the hardware by several layers of abstraction. Developers don't need intimate knowledge of
hardware specifics in most desktop programming.

Talking directly to the hardware is, of course, a huge concern in this context. Unless your
writing device drivers for a specific device, there isn't much need to address hardware directly.
All the available devices could be accessed thought the OS's drivers. What this requires is
abstract code (a bridge function or similar) to talk to the device through the OS.

Resources are finite. Total addressable space, ram speeds, and CPU speeds all contribute
to the resources limitations a developer needs to keep in mind. We often hear “RAM is cheap”
meaning, for a modern system, it is fast and highly available - we don't have to worry about
running out of RAM. This, however, is a big concern when moving downwards in resources.



When a developer writes code on a higher-level machine than the user base will have, the code
will run horribly for the end-user. Many programs, games, and operating systems have gone
through major revisions because they were developed on better hardware than main-stream
market. This can go back to knowing your user base and market as part of the early development
stages of a new project.

Lower-level, platform-specific code can be in the form of assembler calls. If a
programmer calls a specific mnemonic, the code is automatically tied to that hardware platform.
This links software portability issues with hardware portability. The developer needs to limit
calls to the CPU's command set to limit portability issues. Of course, bridge functions and other
kinds of abstractions are useful in linking those necessary platform-specific functions to higher-
level program code. The compiler of choice fits in this category since its purpose is to convert
the code into system-specific binary form. Of course, compiler choice may be limited to the
development environment or by platform. You may not find (or want to jump the hoops for) gcc
on Windows. You probably can't get Microsoft's C++ compiler onto Linux. This brings us back
to the use of interpreters and VMs — we're limited by the compiler's support of a platform if we
want to use that compiler.

For the purposes of this project, Qt will be tested in both contexts. Programs will be
tested on Fedora Core 5 Linux, Windows XP Professional, and MacOS X 10.3.9. Each of these
systems are desktop system — not servers. Qt is used often to write graphical interfaces for
desktop system, thus desktops are the choice platform for this project. Using Qt alleviates a lot of
the portability concerns because the language has classes to handle concerns such as variable
size, file I/O formats, and networking. The disadvantage to using Qt's classes (in lieu of a
platform's API) is redundancy to that platform's API. The developer(s) need to prioritize
portability higher because we risk getting locked into a particular platform otherwise.

Of course, the move from Linux/Windows (on Intel Pentium-class architecture) to Mac
OS 10.3.9 (on a Power PC G5) constitutes a change in hardware platform. There are three
programs, a simple calculator, a 3D shapes program, and a network application. Each program
comes from the code examples extracted from Trolltech's documentation. This adds value to the

project since code examples from Trolltech will be put through their cross-platform paces. The
project will attempt verify Trolltech's claims using provided examples. Each set of code will be
compiled on the target system to create native binaries. Those binaries will be run and compared
to their peers for performance and consistency. Appendix A has the system specifications for
each machine as well as installation notes for each operating system.
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Simple Calculator:

This will test the use of variable on the three networks as well as basic GUI usage on the
three OS platforms. The code can be found at http://www.erichartwell.net/calculator code.zip

Qt's main approach to cross-platform compatibility is to create classes to replicate
functionality. In this code, we see QString, Qfont, and QColor providing some of that. The use of
standard C/C++ types such as double and bool are cross-platform by nature of their inclusion in
the base language. The rule of thumb in either case (using Qt classes or C/C++ types and classes)
is: as long as a compiler exists for the target platform, you're able to port code to that platform.

In general, the commands to compile this code (from within the project's driectory) are:
gmake - proj ect (which creates the .pro file for the project — in this case calculator.pro)
gmake (which creates the Makefile)
make (which creates the .o files and executables based on compiler arguments in the Makefile)
These three commands together will be referred to as “the standard compiling procedure” in
other sections.

Mac OS 10.3.9:

No changes to the procedure noted above are necessary to create an executable. The
screen shot is below. It should be noted this calculator requires you use its keypad — the
keyboard is not a valid input device for this program. This calculator doesn't seem to do floating
points very well either — 8 /3 * 3 = 8.000001 . (A look at the code shows use of double numeric
type for calculations, which explains the mis-calculation.)
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The Qt example calculator on Mac OS 10.3.9
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Windows XP:

Fedora Core 5 Linux:

3D Application:

The 3D application will use OpenGL libraries since they are cross-platform and available
for all-three target systems. OpenGL is not open-source software, so freely available alternative
libraries will be used where possible. One limitation to portability here is the dependence on
OpenGL libraries. If your target platform lacks OpenGL support, you may need to seek an
alternative. Unfortunately, in this case, the primary alternative is DirectX, which is heavily
proprietary to Microsoft Windows (and limits portability even further).

Qt provides GLWidget class for calling the OpenGL API. Again, this demonstrates Qt's
portability solution by bypassing an operating systems graphical sub-system and even the API
said operating system might have for calling OpenGL components. We also see QSize used to
provide UI dimensions and QPoint for pixel drawing.

The .pro file in the project needs to have QT += opengl in order for the compiler to
include Qt's OpenGL libraries as referenced in the code. The example used in HelloGL from the
Qt examples. The source code can be found at http://www.erichartwell.net/HelloGL. code.zip.

Mac OS 10.3.9:
Windows XP:

Fedora Core 5 Linux:
Network Application:

The .pro file must be edited after creation to include QT += net wor K in order to
implement networking classes in Qt. This option tells the compiler to look for the QtNetwork
module and include the necessary classes in the project's executable.

In this client, we see several instances of Qt providing classes to avoid use of an OS's
networking API. The FortuneThread class uses QThread, QMutex, QMutexLocker, and
QWaitCondition (yes, there is such a class) for threading. QTcpSocket and QDataStream are
used for packet transmission. Type quint16 is used to specify actual numeric size which is good
for portability since different operating systems might assign different amounts of memory to,
say, an int.

The server will be running on an independent Linux system attached to the same
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network. When executed, the code creates a listener using QTcpServer object listening on a
random port. The server listens for incoming TCP connections until it dies of external causes or
the user presses the Quit button.

B Threaded

The server is running on port 47568,

Run the Fortune Client example now.

The server is running.

Mac OS 10.3.9:
No alteration of the standard compiling procedure are necessary except the note above
about changing the .pro file between qneke - proj ect and gmake commands.

Windows XP:

Fedora Core 5 Linux:



Appendix A: System Specifications and Installation Notes

This project uses the open-source version of Qt. The software (SDK) is not open-source

itself, but rather the license allows the developer(s) write open-source (non-commercial)
software using this development kit for free. Commercial licenses are available, but you have to
buy them from Trolltech. While there are some limitations (class omissions for the most part) to
open-source licensed version, it is free and open-source software development is a continuing
focus in many organizations using Qt for its cross-platform abilities.

As an attempt to keep the playing field level, Linux and Windows are dual-booting on a
Dell OptiPlex GX620 which has a Pentium 4 2.8GHz processor and 1GB of RAM.

Windows:
Qt can be downloaded from http://www.trolltech.com/download/qt/windows.html

Linux:
Qt can be downloaded from http://www.trolltech.com/download/qt/x11.html

Mac:

The MacOS is at 10.3.9 of OS X, a 1.8 GHz Power PC G5 processor, and 1GB of DDR
SDRAM. The basic G5 spec is here:
http://images.apple.com/ca/g5processor/pdf/PowerMacG5 TO 20041019.pdf

Qt can be downloaded from http://www.trolltech.com/download/qt/mac.html.

I had to download XCode 1.2 development tools for Mac OS X 10.3.X because that package
includes GCC (the C++ compiler required for installation of Qt and creation of executables).

There is an incompatibility between QuickTime 7.0.4 and versions of Qt from 3.3.4 to 4.1.2. It
requires to to downgrade to QuickTime version 7.0.1. The reinstaller can be found at
http://www.apple.com/support/downloads/quicktime701reinstallerforquicktime703.html.

Once QuickTime is downgraded and Qt is installed (using instructions from its INSTALL
readme), /etc/profile needs to be edited to include the Qt install path. The PATH variable line
should look like: PATH=""/usr/local/Trolltech/Qt-4.1.2/bin:/bin:/sbin:/usr/bin:/usr/sbin”
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Appendix B — Thoughts on open-source development tools

The main reason to develop open-source is freedom. Someone once remarked “Linux: A
printer driver gone horribly wrong,” referring to Richard Stallman's disgust [5] when he found
out a the manufacturer of a printer would not release the code to a driver he wanted. He wanted
to hack the driver to make it work for his computers, but the manufacturer thought their driver
was important enough that its code should remain secret. The general motivation this created in
rms, as Richard is called, sparked the creation of the Free Software Foundation (FSF) whose tag
line is “Free software is a matter of liberty not price. You should think of 'free' as in 'free
speech'.” This organization believes that the freedom to view, modify, and re-use some code
written by other person (or organization) supersedes cost. They believe innovations should be
shared — not just the result, but the details of the solution too. This is akin to a pharmaceutical
company telling you what chemicals they put into a particular drug.

Software development is not a manufacturing process. It is a creative process with many
complex steps, some of which overlap, and others that require you revisit previous steps. In this
development process, it is very necessary to involve the programmer community. Eric Raymond
(esr) has a series of lessons for the open-source community, of which number 8 is “Linus's Law”
: Given a large enough beta-tester and co-developer base, almost every problem will be
characterized quickly and the fix obvious to someone. [6] This means the involvement of end-
users in the development process is a must. They are valuable, especially the more technically
inclined in the bunch. If they have access to the code, they can actually be very specific in the
notes they have. Community has value in the gift culture that is the open-source movement.

The line between hobbyist and professional developer have blurred. When better coders
than you help you develop code (“standing on the shoulders of giants™), your code is improved.
Sendmail and Apache are flagships of the create open-source movement. Teams of contributors
form around the globe conspire on projects that turn into two of the most influential server
applications of the Internet today. Bill Gates wrote an open letter to hobbyists [7] in 1976 in

which he blasted their contributions to society because they don't provide any positive,
competitive results. Instead, he insisted, they only soak up resources, often stealing technologies
(software) to reach their own, selfish goals. He complained they steal development environments
and hurt the revenues of professional developers. If there had been freely available, community-
provided development tools, Mr. Gates wouldn't have had such fuel for his fire. Unfortunately
for the time, FSF and GNU wouldn't appear for 7 more years. What he did (unintentionally) was
point out the need for a self-supporting community for these “hobbyists.” The reason Andrew
Tanenbaum created MINIX was to have examples of operating system algorithms when most
examples were closed to him. (And remember, MINIX was one motivation Linus had to develop
the Linux kernel.)

What does that have to do with open-source licenses like Trolltech's? When a company
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like Trolltech encourage people to write open-source code, people are encouraged to contribute
to the programming community as a whole. (Who would write some software and just sit on it;
not tell anyone?) While there is more then enough evidence to demonstrate how profitable
proprietary software can be, there is also plenty of evidence to support the monetary benefits as
well as the sociological benefits of open-source software. Scientific progress requires a sharing
of knowledge. Open-source software is that conduit for sharing in the computer industry.
Joining the open-source communities requires you learn to use their tools and languages.
C, C++, and Java are great, but limited in scope of cross-platform usage (especially when you
consider the Internet). Languages are, sometimes, specific to a particular platform or
environment. Perl and Python are widely used in server-side scripts for intelligent web servers.

Qt and wxWidgets are very useful as extensions to C++ (or Perl and Python) for graphical
environments on the desktop. Learn the language(s) of the environment(s) that interest you. Qt is
used in KDE. GTK+ is used to build GNOME.

Using open-source development environments encourage developer growth (especially
then the environments themselves are open-source) and community growth. DevGrand
Rapidselopers can add their own, home-grown modules to the environment, tweak the actual
environment beyond the stock settings of the UI, and otherwise customize the environment to
their preferences. The developer is in control of the programs they'll use. This is freedom. This is
power. This ability to not only change your surroundings, but also the tools you use to do so is a
great asset. In a world of growing code complexity, there will be continuing pressure to write
using the most advanced tools possible. In a lot of situations, the basic environment you acquire
from a software company will be inferior if the ability to modify that environment is limited.
Your coding experience will be stunted. Sharing through open-source supports the programming
community which equates to (hopefully) a better computing experience.
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